
Proactive Recommender Systems
NI-AML

Čeněk Žid
April 2, 2026

Faculty of Information Technologies, Czech Technical University in Prague



Agenda

1. Recommender Systems
2. Reinforcement Learning
3. Multi-Armed Bandits
4. State-of-The-Art Methods
5. Email Outreach Dynamics

1



Proactive Recommender Systems



The Traditional Recommender Landscape

• Collaborative Filtering (CF): Relies on matrix factorization and
user-item interactions.

• Content-Based Filtering (CBF): Matches item attributes with user
profiles.
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Recap: Collaborative Filtering (CF)

Core Concept:
• ”Users who agreed in the past
will agree in the future.”

• Relies purely on the
user-item interaction matrix
(ratings, views, clicks).

• Does not require any
knowledge about the items
themselves.

• Vulnerability: Highly
susceptible to the cold-start
problem (new users or new
items).

Figure 1: Collaborative Filtering
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Recap: Content-Based Filtering (CBF)

Core Concept:
• ”Show me more items similar
to what I already like.”

• Relies heavily on item
features

• Builds a user profile mapping
their preferences to specific
item attributes.

• Vulnerability: Can lead to
severe overspecialization
(filter bubbles) and struggles
to recommend novel items
outside the user’s historic
profile.

Figure 2: Content-Based Filtering 4



The Paradigm Shift: Proactive Recommendations

The Limitation
CF and CBF methods are Reactive or Pull-based models. They wait
for the user to visit a platform before acting.

Definition
Systems that autonomously push recommendations to the user
without explicit prompting or querying.

Key Characteristics:

• The “When” and the “What”: Moving from predicting what a user
likes to predicting when and in what context it is appropriate to
interrupt them.

• High-Fidelity Context: Requires deep awareness of location,
time, user activity, and cognitive load.
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Key Challenges in Proactive Systems

This domain presents several key challenges:

• Balancing metrics: Prioritizing long-term value (LTV) over
immediate, short-term metrics.

• Training limitations: The risk of a negative user experience
prevents training policies in a live, online environment.

• Data dependency: A reliance on offline datasets, which are not
always available or adequately structured for training.

• Complex attribution: The difficulty of linking user behavior to a
single, specific event rather than a sequence of interactions over
time.

• Cold start users: The challenge of accurately determining user
preferences for new users with no interaction history.
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Reinforcement Learning



Where does Reinforcement Learning fit?

Supervised Learning
Learning from a teacher. The model is trained on a
labeled dataset where the ”correct answers” are
provided. It learns to map inputs to outputs (e.g.,
standard classification or regression).

Unsupervised Learning
Finding hidden structures. The model is given
unlabeled data and must find patterns or groupings on
its own (e.g., clustering user demographics or reducing
dimensionality).

Reinforcement Learning (RL)
Learning by doing. There is no pre-labeled dataset of
”correct actions.” Instead, an agent learns through trial
and error by actively interacting with an environment
and receiving delayed rewards or penalties.

The Core Difference
While supervised and unsupervised models passively analyze static
datasets, RL agents make a sequence of decisions where current
actions influence future states and future data.
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RL Schema: Core Components

The Interaction Loop at time t:

• Agent: The decision-maker (e.g., our proactive recommender
algorithm).

• Environment: The system the agent interacts with (e.g., the user
and the application platform).

• State (St): The agent’s observation of the current situation
(context, user history, time of day).

• Action (At): The choice made by the agent (e.g., pushing a
specific notification or taking no action).

Environment’s Response:

• Dynamics p: The environment evaluates the action, transitions
to a new state St+1, and returns a Reward (Rt+1).

• Example: If the user opens the email, the reward is +1. If the
user ignores it or gets annoyed, the reward is negative.
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Reinforcement Learning Schema

Figure 3: The standard agent-environment interaction loop in RL. [2]
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Multi-Armed Bandits



What are Multi-Armed Bandits

Figure 4: Armed Bandits from Casinos.
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The Exploration vs. Exploitation Dilemma

Exploitation
• Recommending items the
system knows the user will
like.

• Maximizes short-term
engagement.

• Risks creating filter bubbles.

Exploration
• Recommending novel items
to learn user preferences.

• Risks short-term
disengagement.

• Maximizes long-term
accuracy.

Why it matters: Proactive systems have a high cost of interruption.
Balancing this dilemma is critical to avoid user fatigue.

11



Formalizing the Multi-Armed Bandit (MAB)

At each time step t, the algorithm selects an action at ∈ A (the item)
and receives a reward rt ∼ P(·|at).

Objective
Minimize the cumulative regret RT over T rounds:

RT =
T∑
t=1

(µ∗ − µat)

where µ∗ is the optimal expected reward.
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Standard MAB Algorithms

ϵ-Greedy Explore with probability ϵ, exploit the best-known
option with probability 1− ϵ.

Thompson Sampling A Bayesian approach sampling from the
posterior distribution of the expected reward.

Contextual Bandits Introduce context (side information) in each
round.

Adversarial Bandits There is an adversary who can be either
oblivious or adaptive.
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State-of-the-Art Proactive
Methods



Anatomy of a Proactive System

Modern proactive recommendations usually follow a two-phase
assessment:

1. Situation Assessment Phase: Is now a good time to interrupt?
(Triggering mechanism).

2. Item Assessment Phase: Which item fits this exact context?

The Golden Rule
Expected Utility of Item > Cognitive Cost of Interruption
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Deep Reinforcement Learning (DRL)

Moving beyond immediate rewards (Bandits) to sequential
decision-making.

• MDP Formulation: Modeling proactive recommendations as a
Markov Decision Process.

• Continuous State Spaces: Using Deep Q-Networks (DQN) or
Actor-Critic methods to optimize long-term user engagement.

• Advantage: Handles vast, high-dimensional state
representations (e.g., streaming sensor data).
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SOTA Deep Dive: Twitter’s Push
Notification RL – Should I send
this notification? Optimizing push
notifications decision making by
modeling the future. [1]



The Problem: Myopic Recommender Systems

• Traditional models optimize for immediate responses [1].
• They fail to account for Long-Term Value (LTV).

Consequences of Myopic Models
• ”Clickbaits win” in the short term.
• Induces ad blindness or habituates users to ignoring content.
• Frustrates users, leading them to disable notifications
completely.

The Unique Action Space: Unlike a standard feed, push notifications
allow the system to choose the ”null action”—not sending anything
at all.

16



Method: Model-Based Reinforcement Learning

Instead of relying on heuristic thresholding, Twitter models how
current notification decisions affect future user behavior [1]:

• User Types & Streaks: Users are divided into 6 types. A streak
tracks consecutive opened (positive) or ignored (negative)
notifications.

• Behavioral Assumption: Opening notifications builds trust
(increases future open probability); ignoring them erodes trust.

• Bellman Equation: Used to calculate the optimal action-value
function (Qπ∗ ), representing the discounted future number of
opened notifications.

17



The RL Objective Function

This equation defines the objective as the discounted future number
of opened notifications. The overall goal is to obtain an optimal
policy π∗ that maximizes this value.

J(π) = Eu∼U

∞∑
i=0

γiyi(u, x)

• J(π): The objective function to maximize for a given policy π.
• Eu∼U : The expected value calculated over the distribution of
users U .

• γ: The discount factor (γ ∈ [0, 1)), determining how much the
objective weights future opens versus the open of the current
notification. A value of γ = 0 results in a myopic system.

• yi(u, x): The outcome, where yi(u, x) ∈ {0, 1}, denoting whether
the user opens (y = 1) or ignores the notification (y = 0).
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Results: 33-Day Production A/B Test

Compared to a baseline heuristic filtering system, the RL model
achieved significant improvements in a live environment [1]:

Table 1: Key Metrics from Online Experiment

Treatment Total Sends Open Rate DAU

No Filtering (Send Limit 0) +16.78% −11.97% +0.41%
No Filtering (Send Limit +1) +22.10% −14.40% +0.46%
No Filtering (Send Limit +2) +24.95% −15.52% +0.50%
RL (κ = 0.4, Send Limit 0) −13.08% +14.48% −0.34%
RL (κ = 0.2, Send Limit +2) -5.79% +7.96% +0.20%

The optimal RL policy sent fewer notifications but achieved a
significantly higher open rate and positive Daily Active Users (DAU),
demonstrating successful optimization of Long-Term Value.
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SOTA Deep Dive: LinkedIn’s
Offline RL – Offline Reinforcement
Learning for Mobile Notifications
[4]



The Problem: Notification Spacing

While some notifications are highly time-sensitive (e.g., direct
messages), many are time-insensitive (e.g., network updates, work
anniversaries) [4].

LinkedIn’s Notification Spacing System:

• Candidates are placed in a user-specific queue.
• At fixed intervals, the system evaluates the top-ranked
notification and decides to either Send or Drop it.

The Supervised Bottleneck
Prior state-of-the-art relied on survival-based supervised models
that required a manually tuned heuristic threshold (τ ) to balance
short-term clicks vs. long-term engagement [4]. Tuning this required
weeks of costly online A/B testing.
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Decision-Making Schema

Figure 5: Illustration of the notification spacing system.
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Method: Offline Reinforcement Learning

To bypass risky online exploration and manual tuning, LinkedIn
proposed an Offline Reinforcement Learning framework using a
Double Deep Q-Network (Double DQN) [4].

MDP Formulation:

• Action Space: SEND vs. NOT-SEND.
• State Space: Badge count, queue length, time of week, and user
activeness metrics.

• Reward: A user visit to the platform within the next time step
(e.g. 1 hour)

Offline Evaluation Breakthrough:

• They utilized State-Marginalized Importance Sampling coupled
with state dimension reduction to safely evaluate policies
offline, dramatically reducing the variance of typical importance
sampling methods [4]. 22



Results: Large-Scale Production A/B Test

By training offline on historical data collected via an ϵ-greedy
behavior policy, the Double DQN model was deployed to LinkedIn
users in a full-week A/B test against the supervised baseline [4].

Table 2: Online A/B Results for Delivery Time Optimization

Metric vs. Baseline Policy

Sessions (Overall Engagement) +0.30%
Notification Cards (Volume Sent) −3.49%
Notification CTR +4.53%
Notification Unfollow Total -4.37%
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Email Outreach Dynamics – Active
Recommendation for Email
Outreach Dynamics [3]



Motivation

• A lot of spam in modern communication.
• Low open-rate (usually ranging from 3% to 12%).
• Need to focus on the long term value of the user.
• Increasing issues with Ad blindness.
• No public datasets readily available for this domain.
• A dense user × item matrix (∼71%) (no sending policies)
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The Published Dataset

• Fully anonymised dataset of marketing emails.
• Spans 12 months of mailshots (160 total mailshots).
• Approximately 15 million interactions.
• 131k users (with at least 1 interaction).
• ∼71% user × item interactions recorded.
• Key columns: user_id, template_id, time_to_open.
• Dataset link: Hugging Face (XCampaignDataset).
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Dataset – Time to Open

Note: Median time to open is 6.4h, and Mean is 41.4h. 26



Problem Definition

• Limited relevancy due to strict time constraints.
• Every template effectively presents a cold-start scenario.
• Technical constraints of the email ecosystem.
• Core Question: How can we effectively utilise collaborative
filtering in this environment?
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Our Approach – Idea Overview

Workflow: 1. Cold-start batch→ 2. Wait ∼15 mins→ 3. Subsequent Batches (Repeat
6-24 times)→ 4. Final Batch.
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Our Approach – Algorithm

Combining Collaborative filtering with Thompson sampling:

1. Train a shallow autoencoder.
2. Send to a batch of users.
3. Observe user opens.
4. Predict updated scores (using most telling users combined with
popularity) and send to a subsequent batch of users.

5. Repeat steps 2–4 (B times).
6. Send a final batch after a predefined time.
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Our Approach – Algorithm Schema
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Our Approach – Algorithm (Math Details)

Shallow Autoencoder Optimization:

min
E,D

l (X, σ(XBE,D))

with BE,D = ED⊤ − diag([E⊙ D]1m) and Σ = σ(BE,D).

Thompson Sampling MAB Scores:

α(ϕipj) + (1− α)fj(t)

Where a Beta Distribution (α = 40, β = 60) is utilized to model the
exploration parameter.
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Our Approach – Results (Performance)

Table 3: Model Comparison Metrics

Method Recall@25% Recall@50% Recall@75%

FMFC-DB 0.834± 0.0002 0.948± 0.0001 0.984± 0.0001
FMPSAL 0.810± 0.0026 0.901± 0.0041 0.961± 0.0011
FMRSAL 0.805± 0.0007 0.931± 0.0005 0.975± 0.0002
Factor UCB 0.830± 0.0001 0.945± 0.0001 0.983± 0.0001
MBRL 0.226± 0.0001 0.443± 0.0001 0.792± 0.0001
DDQN 0.835± 0.0074 0.905± 0.0063 0.942± 0.0033
TS 0.822± 0.0006 0.935± 0.0007 0.977± 0.0004
Random 0.250± 0.0026 0.500± 0.0027 0.751± 0.0022

Ours 0.923 ± 0.0005 0.975 ± 0.0002 0.989 ± 0.0004
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Our Approach – Results (Dynamics)
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Next Steps

• Include the actual time of send/open into the model.
• Predict specifically when to send the email (time optimization).
• Include embeddings of the contents (e.g., NLP of the
subject/body).

• Analyse data across more providers to ensure generalizability.
• Investigate advanced Deep reinforcement learning approaches.
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Next Steps

Mathematical Objectives for Future Work:

max
D

H∑
t=1

∑
j∈U

Reward(dij,t)− λ · Cost(dij,t)

Emphasizing short-term history

Su(t) =
t−1∑
k=1

I(xu,k = open) · e−γ(t−k)
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Conclusion



Summary

• Proactive systems represent the frontier of ML
recommendations, shifting from “pull” to “push”.

• Success relies heavily on algorithms like Contextual Bandits and
Deep Reinforcement Learning.

• The primary challenge is balancing exploration, exploitation,
and the cognitive cost of interruption.
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Questions?
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